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ABSTRACT
Probabilistic timing analysis is a powerful approach to derive
worst-case execution time (WCET) estimates, as needed in
safety-critical systems, in the presence of high-performance
hardware features (e.g., caches). To that end, the timing
behavior of certain hardware resources, such as caches, is
randomized. Time-randomized (TR) caches allow deriv-
ing hit/miss probabilities for each access and probabilistic
WCET estimates for the overall program.

However, the analysis of the average performance of TR
caches, which is needed for lowly-critical high-performance
tasks in mixed-criticality environments, has been neglected.
So far, average performance of a TR cache can only be ana-
lyzed through simulation, whose accuracy strongly depends
on carrying a large number of simulations. In this paper
we address this challenge by proposing PACO, an accurate
analytical approach to estimate cache hit/miss probabilities
of full applications, parts of them and individual cache ac-
cesses at low cost for a wide variety of TR cache hierarchies
and setups.

1. INTRODUCTION
In safety-critical real-time embedded systems the worst-

case execution time (WCET) of tasks needs to be estimated.
As safety-related software becomes more complex to pro-
vide higher functionality, hardware platforms also become
more complex to provide the levels of performance required.
Such complexity challenges obtaining trustworthy and tight
WCET estimates [28]. Probabilistic timing analysis (PTA) [6,
12, 7, 8, 26, 9, 4, 27] has emerged as a way to achieve pre-
dictability through probabilistic means instead of through
deterministic means, as most timing analyses do [2].

Cache memories are one of the resources introducing higher
complexity in WCET analysis, which has made them object
of intense study [19, 10, 20, 11, 17, 13, 5]. In this line, a
study conducted for the European Space Agency [5] shows
the difficulties of using caches since small program changes
that lead to different memory layouts can trigger patholog-
ical cache behavior which were called cache risk patterns.
The complexity in the analysis of the cache lies on the fact
that caches are stateful resources so whether an access hits
or misses depends on: i) the sequence of accesses; and ii)
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the location of memory objects (which easily changes across
different runs), since it determines their cache set placement.

Time-randomized (TR) caches [15, 16] break the depen-
dence between memory allocation and cache placement such
that the hit/miss probability of an access is not affected by
the particular memory address accessed, as needed by PTA.
TR caches have been shown to be competitive in terms
of worst-case performance with respect to standard time-
deterministic caches deploying modulo placement and least-
recently-used replacement [2]. A wide variety of TR cache
configurations and hierarchies have been shown analyzable
in the context of measurement-based PTA (MBPTA) [8,
26]. Those configurations include multi-level caches; direct-
mapped, fully-associative and set-associative caches; shared
caches for instructions and data; write-through and copy-
back write policies; etc.

Some current real-time mixed-criticality systems comprise
both real-time and high-performance applications, which
makes average performance also critical. For instance, in
the space domain it is well accepted that systems will be
dual-criticality [21] with control applications requiring real-
time guarantees, hence designed to meet requirements in
the worst case; and high-performance payload applications
requiring high average performance.

Since caches have very high impact on average perfor-
mance, a fast evaluation of different cache setups becomes
essential in the design of a system. However, exploring the
cache design space in a tractable manner with an increasing
number of interacting parameters remains an open problem
due to the high number of detailed simulations required.
The problem exacerbates in the context of TR caches. This
occurs because for non-randomized caches one run may suf-
fice to determine their average performance under a given
design, but for TR caches several runs are required to obtain
a representative execution time distribution for each cache
design point. This is particularly critical in early processor
design stages to (1) design the cache architecture of a given
processor for real-time systems; (2) evaluate how reference
applications behave on that cache setup; and (3) tune ap-
plications to be run on that architecture.

We respond to this challenge by proposing an approach
for fast evaluation of TR caches, which we call Probabilistic
Analytic Cache mOdelling (PACO). Given a set of refer-
ence programs from which we extract a trace of instruction
and data memory accesses, PACO derives tight estimates of
cache miss probabilities, Pmiss

1. We propose tight approxi-
mation formulas, which we implement in PACO, to estimate
Pmiss for every access in the program as a way to understand
the performance of programs running on top of TR caches,
thus removing the need for carrying out a large number of
time-consuming simulations. PACO builds upon the formu-

1The probability of hit (Phit) is given by Phit = 1− Pmiss.



las used in the context of MBPTA [15, 16], whose purpose
was simply illustrating MBPTA compliance of those cache
designs, rather than being used for SPTA [9, 4]. PACO
extends formulas to a wide variety of cache setups and im-
proves their accuracy. The main contributions of this paper
are as follows:
(1) We assess the accuracy of existing formulas [15, 16] ap-
proximating Pmiss for several cache hierarchies and config-
urations. We do so by comparing the approximated proba-
bilities obtained analytically and the more accurate proba-
bilities obtained with a very large number of simulations.
(2) We identify some sources of inaccuracy for a number
of formulas due to their inability to capture dependencies
across random events in the context of TR caches.
(3) We deliver some new approximations for some of those
formulas proving that higher accuracy can be achieved.

PACO has an overall inaccuracy below 2.6% across all
cache configurations. PACO’s execution time is comparable
to that of running only 10 simulations per cache design-
point, much less than needed to obtain stable (representa-
tive) average performance estimates for TR caches.

2. MISS PROBABILITY IN TR CACHES
Probabilistic WCET estimates (pWCET) in the context of

PTA [6, 12, 7, 8, 26, 9, 4, 27], have an associated exceedance
probability. While pWCET estimates can be exceeded, PTA
allows deriving them for probabilities that are low-enough
for the application domain (e.g., in the region of 10−15 per
activation) [26].

Under PTA, instructions have a probabilistic timing be-
havior represented with an Execution Time Profile (ETP)

ETP (Ii) =<
→
ti ,
→
pi>.

→
ti= (t1i , t

2
i , ..., t

Ni
i ) enumerates all pos-

sible latencies that the instruction can take.
→
pi= (p1i , p

2
i , ..., p

Ni
i ),

with
∑Ni

j=1 p
j
i = 1, lists the associated probability of occur-

rence. For instance, the ETP of a memory operation in a
simple single-level cache hierarchy is as follows:
ETPmemop =< (lhit, lmiss), (phit, pmiss) >, where lhit and
lmiss are the hit and miss latencies respectively and phit and
pmiss their corresponding probabilities.

Pmiss for TR caches has been studied from different an-
gles in each of the two main PTA strands: static (SPTA)
and measurement-based (MBPTA). It is worth noting that
MBPTA only needs probabilities to exist (i.e. cache accesses
need to have a probabilistic nature), but does not need to
determine them. To that end, in the context of MBPTA only
approximation formulas to Pmiss have been given. Instead
SPTA [7, 9, 4] needs those probabilities to apply convolu-
tion across ETPs of instructions. For SPTA upper-bound
formulas to Pmiss have been derived.

SPTA. SPTA derives ETPs for instructions at a high-
abstraction level, e.g. an instruction in the object code.
Since SPTA is intended to provide a WCET distribution
upper-bounding the actual execution time distribution of
the program, it needs Pmiss used during timing analysis to
match or upper-bound the real probability of miss once the
system is deployed. Moreover, convolution operator used in
SPTA requires independence across ETPs to be applied.

Without loss of generality, we assume that each address
corresponds to a different cache line. We use capital let-
ters, e.g. A, to refer to (cache line) addresses. Whenever
a subindex is added, e.g Ai, it refers to the i-th access to
address A. The superindex is the absolute access count num-

ber in the considered sequence. For instance in our reference
sequence: (Aj−1, B

1
1 , B

2
2 , C

3
1 ..., F

k
1 , Aj) we focus on deriving

Pmiss for a given access Aj based on the accesses carried out
since the last access to A, Aj−1. We generically refer to the
i-th access between Aj−1 and Aj as Xi. For instance, X3

corresponds to C3
1 , i.e. the first access to address C.

For a fully-associative cache with W ways, for the refer-
ence address sequence in which no access Xl, with 1 ≤ l ≤ k,
accesses cache line A, the following upper-bound can be
used [4]:

PmissAj
(W ) =

{
1−

(
W−1
W

)k
if k < W

1 otherwise
(1)

It has been shown that Pmiss approximation formulas for
MBPTA [29, 15, 16], despite being exact for some specific
access sequences and upper-bounds for some others, do not
provide the independence across ETPs needed by SPTA.
Thus, they may lead to optimistic – so non-trustworthy –
WCET estimates in the context of SPTA. As a result, SPTA
relies on its own set of upper-bound probabilities that pro-
vide independence across ETPs (instructions). For instance,
SPTA requires for each cache access an estimate that upper-
bounds its miss probability regardless of whether previous
accesses hit/miss in cache, as it is the case of Equation 1.

While upper-bound formulas to Pmiss are interesting from
a WCET perspective, they are of little interest from an aver-
age case perspective as they can be inordinately pessimistic
with respect to the average case.

MBPTA. MBPTA takes as input a collection of end-to-
end observed execution times to derive pWCET estimates
for a program. MBPTA applies Extreme Value Theory
(EVT) [18], a well-known statistical method, to produce an
execution time distribution that upper bounds the one of
the actual program at deployment. Then, the execution
time value of that distribution matching the acceptable ex-
ceedance threshold is chosen as the pWCET estimate.

MBPTA approximation formulas to Pmiss, which can ap-
proximate Pmiss from above or from below, are used as a way
to illustrate the probabilistic nature of the events occurring
in TR cache organizations. For instance, for our reference
sequence the miss probability on a fully-associative cache
where no constraint is placed on the miss probability of Xl

(where 1 ≤ l ≤ k), is approximated as follows:

PmissAj
(W ) = 1−

(
W − 1

W

) k∑
l=1

Pmiss
Xl

(2)

However, applications of Pmiss approximation formulas to
measure average performance and, more importantly, their
accuracy, have not been studied yet. In this paper we cover
this gap by proposing PACO, which relies on those approx-
imations and improves them to estimate Pmiss for instruc-
tions, code sequences and full programs.

3. PACO: APPROXIMATING PMISS

Next we describe the cache organizations considered to
evaluate PACO and the formulas used to approximate Pmiss.

3.1 TR cache setup
In a TR cache two main elements are randomized: the re-

placement and the placement. We use Evict-on-Miss (EoM)
as Random Replacement (RR) policy, under which, on the



event of a miss in a given set, a victim line in that set is ran-
domly selected to be evicted. Random placement (RP) [15]
uses a random number (RN), generated either by hardware
or software, and the address being accessed as its inputs.
A hash function combines both and provides a unique and
constant cache set (mapping) for the address along the exe-
cution. If the RN changes, the cache set in which the address
is mapped changes as well, so cache contents must be flushed
for consistency purposes. Changing the RN at program exe-
cution boundaries reduces flushing overhead. The RP policy
proposed in [15] ensures that, given a memory address and
a set of RNs, the probability of mapping such address to
any given cache set is the same and independent from other
addresses.

We consider first level instruction (IL1) and data (DL1)
caches and a unified second level cache (UL2). We ana-
lyze copy-back (CB) and write-through (WT) caches, and
3 different configurations for the associativity: (F) fully-
associative, (D) direct-mapped and (S) set-associative (4-
way in the evaluation section). Thus, there are 6 differ-
ent cache types: (CBF), (CBD), (CBS), (WTF), (WTD),
(WTS). We start our analysis with fully-associative and direct-
mapped caches in which only the random-replacement and
the random-placement policies are respectively used. Fi-
nally, we focus on set-associative caches that deploy both
random placement and replacement.

3.2 Copy-back Fully-associative Caches (CBF)
Pmiss for DL1 and IL1 are called PDL1

miss and P IL1
miss re-

spectively. For a copy-back setup Pmiss is as shown in Equa-
tion 2, in which Pmiss for a given access depends on the num-
ber of accesses, and their associated probability, between Aj

and the previous access to the same line Aj−1.
In the case of the DL1 only memory operations (mopl), i.e.

loads and stores, access the DL1. Hence, for the DL1, Xl in
Equation 2 represents all memory operations between Aj−1

and Aj , and so we have Equation 3 where Xl is replaced by
mopl. WDL1 is the number of ways in the DL1.

PDL1
missAj

(WDL1) = 1−
(
WDL1 − 1

WDL1

) k∑
l=1

PDL1
miss

mopl

(3)

For the IL1 Xl stands for all instructions between Aj−1

and Aj , i.e. instl.

P IL1
missAj

(WIL1) = 1−
(
WIL1 − 1

WIL1

) k∑
l=1

P IL1
miss

instl

(4)

On every miss of an access Xl between two accesses to
the same line, Aj−1 and Aj , a random eviction is carried
out. On every eviction the probability of not evicting Aj is
(WDL1 − 1)/WDL1 for DL1 (IL1 is analogous). The expo-
nent in Equation 3 accumulates the miss probability of all
accesses between Aj−1 and Aj . This formula approximates
Pmiss based on the expected number of evictions produced
by all accesses occurred since the previous access to A. Note
that for the first access A1 we have that PmissA1

= 1.
Pmiss for UL2 considers the number of evictions pro-

duced between Aj−1 and Aj , since it determines the number
of misses in UL2: NMUL2. A data access misses in the UL2
if it misses in the DL1 first, which occurs with probability
PDL1
miss

Xl
and it also misses in the UL2, which occurs with

probability PUL2
miss

Xl
. The latter probability is computed as

shown in Equation 5. NMUL2 is also affected by the number
of misses in the IL1 that also miss in UL2.

NMUL2 =

k∑
l=1

[(
PDL1
miss

Xl
×PUL2

miss
Xl

)
+
(
P IL1
miss

Xl
×PUL2

miss
Xl

)]
Overall the UL2 miss probability for Aj is given by:

PUL2
missAj

(WUL2) = 1−
(
WUL2 − 1

WUL2

)NMUL2

(5)

Note that this formula relies on approximated Pmiss val-
ues in DL1 and IL1, thus accumulating inaccuracies in a
multiplicative way. Another (smaller) source of inaccuracy
for this approximation is the fact that, in pipelined proces-
sors, instruction and data accesses are not aligned because
a data access can suffer evictions from younger instruction
accesses (so accesses after Aj) that reach UL2 early in the
pipeline, and because an instruction access can suffer evic-
tions from older data accesses (so accesses before Aj−1) that
reach UL2 later in the pipeline. For instance, in the sequence
(B1A1B2B3A2B4) a data access of A2 could suffer an evic-
tion from the instruction access of B4 and an instruction
access of A1 could be evicted by a data access of B1.

3.3 Copy-back Direct-Mapped Caches (CBD)
Pmiss for DL1 and IL1. While any given cache line A

can be evicted by any new line fetched from memory in a
fully-associative cache, only lines placed in the same set as
A can evict it. Indeed, any such line will evict A in a direct-
mapped cache. Random placement leads to a probability of
1
S

of two cache lines to be placed in the same set given S
cache sets. Thus, given the same access sequence as before,
(Aj−1, X

1, ..., Xk, Aj), where Aj−1 and Aj correspond to
accesses to the same cache line, and no Xl (where 1 ≤ l ≤ k)
accesses the same cache line as Aj , the probability of Aj to
miss in cache is as follows:

P xL1
missAj

(SxL1) = 1−
(
SxL1 − 1

SxL1

)q

(6)

Where xL1 stands for either DL1 or IL1 since the same
equation is valid for both caches. qx stands for the number
of unique (i.e. non-repeated) cache lines among all Xl for
either DL1 (qD) or IL1 (qI). This is so because repeated
addresses access always the same set so either all of them
cannot evict A or all of them would evict it [15].

Pmiss for UL2. Instead, for the UL2, Pmiss is approxi-
mated as follows:

PUL2
missAj

(SUL2)=P xL1
missAj

(SxL1)×

(
1−
(
SUL2 − 1

SUL2

)qI+qD
)

(7)

where qI and qD are the number of unique instruction
and data addresses respectively accessed by all instructions
in between the one accessing Aj−1 and the one accessing Aj .

3.4 Copy-back Set-associative Caches (CBS)
Pmiss for DL1 and IL1. Pmiss values in direct-mapped

and fully-associative caches are independent given that Pmiss

depends on unique addresses in the former and on previous
Pmiss values in the latter. As a result, probability of both
events to occur can be obtained by multiplying their respec-
tive probabilities [15].



PmissAj
(W,S)=

1−
(
W − 1

W

) k∑
l=1

Pmiss
Xl

×(1−
(
S − 1

S

)q)
(8)

Equation 8 is the product of equations 2 and 6, meaning
that an access is a miss in cache if any Xl accessed the same
set (second part of the equation) and it randomly evicted A
in that set (first part of the equation).

In this equation we identify a source of inaccuracy due to
the fact that the first part considers all evictions occurred
in between Aj−1 and Aj when, instead, it should only con-
sider those occurring in the same cache set. Therefore, as
random placement is intended to distribute randomly and
evenly addresses across the different cache sets, we propose
dividing by S, the number of sets, the exponent of the first
part:

PmissAj
(W,S)=

1−
(
W − 1

W

) k∑
l=1

Pmiss
Xl

S

×
(

1−
(
S − 1

S

)q)

(9)
Pmiss UL2. In the case of UL2, Pmiss for access Aj in

our reference sequence is as follows, where xL1 represents
the cache accessed by Aj , that is, IL1 or DL1:

PUL2
missAj

(WUL2, SUL2)=P xL1
missAj

(WxL1, SxL1)×PUL2−only
missAj

(10)

PUL2−only
missAj

is the miss probability for Aj as if it accessed

UL2 directly (omitting xL1). It would be as equation 9, but
using WUL2 and SUL2 instead of W and S respectively, and
qI and qD instead of q, as in equation 7.

3.5 Write-through Caches (WTx)
The case of write-through caches is analogous to that of

copy-back ones with the following differences:

• PDL1
miss for DL1 accesses of store instructions is irrele-

vant from a performance perspective as those accesses
are forwarded to UL2 anyway.

• As we assume that UL2 is always copy-back, PUL2
miss

must consider those accesses caused by IL1 misses,
DL1 load misses and all DL1 store accesses (regardless
of whether they hit or miss).

Other than that, those approximations used for copy-back
caches remain valid for write-through ones. We do not pro-
vide them explicitly due to space constraints.

3.6 Multiple Addresses per Cache Line
When the addressable unit is smaller than a cache line,

accesses to different addresses can be mapped to the same
cache line. This has no impact on our previous formulation.
For instance, let us assume the sequence (Aj−1, B

1
1 , C

2
1 , D

3
1,

E4
1 ..., F

k
1 , Aj), in which B and C go to the same line.

We can simply abstract this sequence as (Aj−1, B
1
1 , B

2
2 , D

3
1,

E4
1 ..., F

k
1 , Aj), hence considering that the access to C corre-

sponds to another access to B. This allows us applying the
same formulation as above to compute Pmiss.

Figure 1: Cache hierarchy and setups considered.

4. EVALUATION
This section evaluates the accuracy of PACO to estimate

Pmiss (and so Phit) probabilities. For that purpose, we com-
pare PACO against simulation where 100,000 simulations
are used to obtain figures highly accurate for the leftmost
decimal digits of the different probabilities.

We consider two cache setups, 1-level and 2-level.
– Under 1-level, only the first level instruction (IL1) and
data (DL1) TR caches are used. In this setup DL1 is copy
back and the IL1 is read-only.
– 2-level also includes a unified second level (UL2) TR cache
which is accessed in case of miss in IL1 or DL1, see Fig-
ure 1. This is the most complex hierarchy shown in [16] and
conclusions can be extrapolated to larger hierarchies with
third or even fourth level caches. In this setup, IL1 is read-
only, DL1 is write-through and UL2 is copy-back. DL1 is
no-write-allocate, so store misses do not fetch new data to
DL1. All store instructions reach UL2 regardless of whether
they hit in DL1.

In our reference cache setup, DL1 and IL1 are 8 KB in
size and have 32-byte lines. UL2 is 64 KB and has 32-byte
lines. We consider direct-mapped, fully-associative and 4-
way set-associative caches. Caches are non-inclusive, hence
imposing no constraint on whether contents in IL1 or DL1
must or must not be in UL2. Differences in the behavior
w.r.t. other inclusion policies have been shown to be rather
small [16].

The evaluation has been conducted on the EEMBC Au-
tobench benchmark suite [22], which is a well-known suite
reflecting the current real-world demand of some automotive
embedded systems. Address traces for PACO and simula-
tion measurements have been collected using the reference
input provided together with the benchmark suite. If the
analysis needs to be performed for multiple input sets, such
analysis can be performed individually for each input set and
combined analogously as for the case of running simulations.

Results are reported in terms of the following figures:

• Per-access evaluation. For each access in the pro-
gram we compute the absolute difference between the
probabilities provided by PACO and those obtained
through simulation. For instance if P sim

miss = 10.5%
and PPACO

miss = 11.5% the difference is 1%2. We then
obtain the average and standard deviation of those val-
ues across each benchmark for each one of the caches
(DL1, IL1 and UL2) in all those 6 setups described
in Section 3. Per-benchmark results are averaged thus
giving each benchmark the same weight.

• Per-program evaluation. Users may be interested in
analyzing probabilities at a much coarser granularity
than per-access. Therefore, it may be interesting es-
timating average probabilities for a given program.

2Alternatively, this could be expressed in percentage points
(pp). A pp is the unit for the arithmetic difference of two
percentages. E.g. going from 1% to 9% is an 8 pp increase.
In this paper we decided not to use pp.



Table 1: Per-access Pmiss accuracy. Avg stands for
average and Std for standard deviation.

Cache DL1 IL1 UL2
setup Avg Std Avg Std Avg Std
CB-FA 0.02% 0.04% 0.02% 0.04% N/A N/A
CB-DM 0.02% 0.03% 0.07% 0.07% N/A N/A
CB-SA 1.02% 1.74% 2.59% 3.02% N/A N/A
WT-FA 0.01% 0.02% 0.02% 0.04% 0.26% 1.33%
WT-DM 0.01% 0.03% 0.07% 0.07% 0.93% 1.31%
WT-SA 0.54% 1.28% 2.59% 3.02% 2.33% 5.11%

Table 2: Per-program Pmiss accuracy.
Cache DL1 IL1 UL2
setup Average Average Average
CB-FA 0.00% 0.00% N/A
CB-DM 0.00% 0.02% N/A
CB-SA 0.68% 2.49% N/A
WT-FA 0.00% 0.00% 0.17%
WT-DM 0.00% 0.02% 0.88%
WT-SA 0.36% 2.49% 2.21%

Thus, we also report per-program results as follows.
We compute the actual difference (not absolute) be-
tween the probabilities provided by PACO and those
obtained through simulation. We average those values
across each benchmark for each one of the caches in all
setups. This provides the actual inaccuracy per pro-
gram for each cache in each cache organization. Then,
we compute the absolute values for each program and
report the average difference for each cache in each
scenario.

Let us introduce a simple example to illustrate the dif-
ference between per-access and per-program results. Let us
assume a single cache and 4 accesses whose Pmiss through
simulation is 0.2, 0.1, 0.1, 0.3 respectively and 0.25, 0.1, 0.2,
0.25 through PACO. In this case, per-access average Pmiss

error is 0.05
(
0.05+0+0.1+0.05

4

)
whereas per-program accuracy

error is 0.025
(
0.05+0+0.1−0.05

4

)
. As shown, per-program er-

ror can only be lower because errors can cancel out. In the
example, underestimation for the 4th access partially offsets
the overestimation for the 1st and 3rd accesses.

Finally, we also report results in terms of computational
cost. We compare the implementation of PACO w.r.t. the
simple cache simulator implemented as baseline. Both of
them have been coded from scratch following usual pro-
gramming guidelines, compiled analogously and no specific
code optimization has been applied. Execution times have
been obtained on top of a Xeon Dual-Core 5148 operating
at 2.33 GHz with 12 GB of DRAM.

4.1 Per-access Results
As shown in Table 1, Pmiss estimates obtained with PACO

are highly accurate for all fully-associative (FA) and direct-
mapped (DM) setups with an average difference of 0.03%
for DL1 and IL1 caches implementing copy-back (CB) or
write-through (WT) policies. Results for DL1 and IL1 still
offer good accuracy for set-associative (SA) caches although
less than for FA and DM setups, thus indicating that there
is potential for improvement of the model. Results for the
UL2 cache are less accurate as they accumulate Pmiss in-
accuracies in DL1/IL1 caches determining how many UL2
accesses occur, on top of the UL2 cache inaccuracy itself.

Table 3: Absolute Pmiss values.
Cache DL1 IL1 UL2
setup Average Average Average
CB-FA 2.04% 0.95% N/A
CB-DM 7.85% 1.66% N/A
CB-SA 2.06% 1.05% N/A
WT-FA 10.97% 0.95% 13.86%
WT-DM 12.63% 1.66% 12.01%
WT-SA 10.90% 1.05% 12.42%

Figure 2: Execution time of simulations normalized
w.r.t. PACO.

Note that IL1 results for CB and WT policies are identical
as all IL1 accesses are read accesses, and so the write policy
has no effect.

4.2 Per-program Results
As shown in Table 2, average Pmiss estimates obtained

with PACO for full programs are more accurate than per-
access ones as inaccuracies cancel out to some degree. Again,
accuracy for DM and FA caches is much higher than for SA
ones. In fact, results for DM and FA DL1 and IL1 caches
only show negligible inaccuracy.

For the sake of reference, absolute miss rates for the full
programs obtained with the simulator are shown in Table 3,
thus illustrating that absolute inaccuracies are relatively low
except for some SA caches.

4.3 Execution Time Cost
We have also compared the cost of executing our model

w.r.t. the cost of simulating cache behavior, which we re-
gard as the only alternative to obtain results at the same
granularity as PACO, so per-access and per-cache memory
for any target cache setup. Results are shown in Figure 2.
As shown, PACO has a cost similar to that of running 31
simulations on average (between 4 and 74 simulations for
different setups), so always lower than that of performing
100 simulations. The relative cost of PACO for DM and SA
caches, the ones with higher cost, can be further reduced if
multiple cache setups need to be evaluated. This is so be-
cause most computation time of PACO is spent computing
the unique address reuse distance (q in Equation 6), which
needs to be computed only once regardless of the number of
cache setups to be evaluated. Conversely, the cost of simu-
lation grows linearly with the number of cache setups. For
instance, if we evaluated 100 different cache setups, the av-
erage cost of PACO would be as low as that of 4 simulations
per setup, thus 25 times lower than using 100 simulations
per setup.

In summary, our per-access and per-program results show
that PACO inaccuracy is within 0.7% of Pmiss obtained with
100,000 simulations on average. Thus, PACO provides high



accuracy for Pmiss with low execution time requirements.

5. RELATED WORK
Cache modeling is a prolific topic with plenty of models de-

vised for deterministic cache policies such as modulo place-
ment and least recently used (LRU) replacement among oth-
ers [3, 25, 14]. However, to the best of our knowledge, only
simulation has been proven feasible to model TR caches used
in the context of PTA. PACO is the first attempt towards
fast and accurate modeling of TR caches.

PTA technology has evolved during the last decade [6,
12, 7, 8, 26, 9, 4, 27, 28]. Recently, some authors have
raised concerns in the use of TR caches in the real-time do-
main [24]. In particular it is shown that TR caches may pro-
duce some risky events not captured by MBPTA. However,
it has been shown that those events can be identified for a
trustworthy application of MBPTA [18, 1], thus supporting
the importance of TR caches and so the need for PACO. In
fact, MBPTA has already been evaluated with real avionics
case studies [26, 27] and it is in the process of being evalu-
ated on a number of real platforms with a number of case
studies [23].

Thus, TR caches will be deployed soon and their aver-
age timing behavior needs to be characterized conveniently.
PACO covers this gap.

6. CONCLUSIONS AND FUTURE WORK
Time-randomized caches have been deeply studied from a

WCET perspective, but there is a lack of efficient ways to
estimate the hit/miss probabilities as this can only be done
with large number of simulations. In this paper we introduce
PACO to efficiently estimate hit and miss probabilities for a
wide variety of cache setups and organizations. Our results
show that PACO obtains an accuracy within 2.6% across
different setups and caches with low computational cost.

As part of our future work we plan to extend our eval-
uation to a wider variety of cache setups, find more accu-
rate approximations for set-associative caches and extend
our model to approximate the probability of evicting dirty
lines. We also plan to optimize the implementation of PACO
for a further execution time cost reduction.
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